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Abstract

The introduction of the Smart Grid brings with it several benefits to
society, because its bi-directional communication allows both users and
utilities to have better control over energy usage. However, it also has
some privacy issues with respect to the privacy of the customers when
analysing their consumption data. In this paper we review the main
privacy-preserving techniques that have been proposed and compare their
efficiency, to accurately select the most appropriate ones for undertaking
control operations. Both privacy and performance are essential for the
rapid adoption of Smart Grid technologies.
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1 Introduction

In comparison with the traditional electric grid, the Smart Grid (SG) enables
a more accurate monitoring and prevision of energy consumption for utilities
so they can adjust generation and delivery in near real-time. Users also receive
detailed consumption reports that can help them to save money by adapting
their power usage to price fluctuations. The Advanced Metering Infrastructure
(AMI) is a smart metering system that makes this possible by processing a huge
data collection generated at a high frequency [14]. This information can then
be analysed to draw surprisingly accurate conclusions about customers.

In order to preserve privacy, consumption data should not be measured.
However, this is not feasible: the energy supplier needs to know the sum of the
current electricity consumption of all its customers (or a group of them concen-
trated in a certain region) primarily to perform monitoring operations and De-
mand Response. Secondly, the supplier also needs to collect attributable infor-
mation to know the total consumption of a single customer over a given time pe-
riod (e.g., a month), in order to calculate the bill. As a result, privacy-preserving
techniques must be implemented to prevent the Energy Service Provider (ESP
in the following) from checking the current energy consumption of a single cus-
tomer.
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There does not seem to be a clear difference in research between protocols
that address privacy when metering for billing and those which concern me-
tering for monitoring the grid and handling Demand Response. Even though
some of the surveyed protocols enable both operations, this paper divides them
into those which principally concentrate on providing privacy when carrying
out billing operations and those which focus on the monitoring tasks. How-
ever, it is equally useful to assess not only how user privacy is protected but
also the impact of these mechanisms on the performance of the collection and
supervision systems (e.g., not saturating net communications or running hard
time-consuming protocols).

The techniques discussed here make use of the traditional Privacy Enhancing
Technologies (PETs) [8], [13]:

• Trusted Computation (TC): the Smart Meter (SM) itself or a third
party is entrusted to aggregate consumption data before it is sent to the
energy supplier.

• Verifiable Computation (VC): the smart meter or a third party cal-
culates the aggregated data and sends proof to the provider to ensure its
correctness.

• Cryptographic Computation (CC): by using secret sharing or ho-
momorphic cryptographic schemes, so the provider can only decrypt the
aggregate of consumption data.

• Anonymization (Anon): removal of the smart meter identification or
substitution with pseudonyms.

• Perturbation (Pert): random noise is deliberately added to the mea-
surements data while keeping it valid for control purposes.

In this paper, we present a description and analysis of some of the most
representative solutions that address privacy in the context of smart metering,
emphasising their effects in control and supervising tasks. In addition, other
privacy technologies based on the use of batteries (denoted as Batt in the tables)
to mask the energy usage will also be considered. The aim is to guide both
customers and grid operators in the search for techniques that fit their needs
while balancing both privacy and control.

To accomplish the analysis, all techniques are presented as follows: In Sec-
tion 2 the privacy and performance properties analysed in the solutions are
introduced. In Section 3 the techniques are categorised according to the PETs
they integrate and their suitability for billing and monitoring operations, and
then they are analysed. Conclusions and future work are discussed in Section
4.
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2 Privacy and Automation Properties

Currently, numerous approaches related to data privacy in SG [20], [6], can be
found but not all of them consider aspects related to the efficient management
of the real demand. To do this, it is necessary to consider a set of essential
properties concerning not only privacy but also data monitoring itself, so as
to find a desirable trade-off between security and automation. For example,
privacy schemes must ensure the user’s privacy and security in the supervision
tasks without producing disruptions or delays in the data collection processes.
Given this and the need to preserve the consumption data and its availability
for the control, the following lines describe the set of essential properties needed
to select the most suitable privacy techniques for SG environments.

To organise the intrinsic features of the privacy in relation to the control, it
is first necessary to consider the main control requirements defined in [2]. Any
control system in charge of supervising specific areas must take into account:
the performance in real time (privacy solutions must not interfere with the
monitoring tasks), sustainability in terms of maintainability and configurability,
and dependability and survivability in relation to reliability and security. Based
on these criteria, the goal is to define the different properties related to the
privacy that can affect the monitoring tasks, and therefore the requirements of
automation.
Real-time Performance: addresses the operational delays caused by the pro-
cessing of information, application of techniques and the transference of the
data to control utilities. When handling this control requirement with respect
to the features of the privacy solutions, these fundamental properties should be
considered:

• Speed: as some protocols discussed in this paper have not been imple-
mented, speed cannot be measured in quantitative terms. An estimation
can be made by counting and considering all the communication and cryp-
tographic steps required to run it.

• Storage: subject to the excess of operations and the massive storage,
which can require extra resources to maintain meter values.

• Communication overhead: the excess of communication and the data
transference rate (e.g., for synchronisation) may hamper the data recol-
lection and the supervision of the area.

• Synchronisation: it focuses on the time when data streams are being
sent from the producer (i.e., the smart meter) to the consumer (i.e., the
energy service provider). Whereas certain protocols may require all data
producers to send it at the same time, in others the data producers send
it independently of each other. It must be noted that the use of synchro-
nisation increases the complexity of the protocol.

Sustainability: defined as “that development that is able to meet the needs of
the present without compromising the ability of future generations to meet their
own needs” in [4]. Namely, the privacy techniques must not provoke compatibil-
ity problems, conflicts or errors; and for this, it is necessary to consider aspects
related to the configuration, maintainability and updating of the techniques.
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• Configurability: related to the easy way to carry out not only the com-
missioning and setup phase of the PETs but also their configurability
throughout its life-cycle.

• Maintainability: this property comprises updating and upgrading mea-
sures, where the updating or upgrading process must not imply a reduction
in the control tasks.

Dependability: can be defined as “the ability of the system to properly offer
its services on time, avoiding frequent and several faults” in Al-Kuwaiti et al.
[1], and includes reliability and security as main properties. However, we only
address the reliability since the security is already part of the privacy solutions.
In this category, we consider:

• Fault-tolerance: some of the protocols discussed here may be robust
enough as to bear unlimited software and hardware failures or just a cer-
tain number of them (or no failures at all).

• Aggregate error: a protocol can be considered as exact or noisy depend-
ing on the presence of errors in the aggregated data that are a result of
metering failures or a consequence of applying perturbation to preserve
privacy.

Survivability: capability of a system to fulfil its mission and thus address mali-
cious, deliberate or accidental faults in a timely manner. It also includes security
against external attacks, which is briefly analysed in Section 3.1. However, for
the purposes of the work presented here, where we prioritise control, resilience
is specifically studied, which allows the system to continue its services when
part of its security is compromised.

On the other hand, it is essential to take into account the mode of config-
uration of the nodes and the data management. Depending on the scenario,
the communication model can vary, as it defines how smart meters (producers)
are connected to utilities (e.g., for control). There are different communica-
tion models, from distributed systems to hierarchical or decentralised systems
composed of aggregators or trusted third parties. In addition, and related to
the communication model, it is also important to take into account the type of
commissioning and setup needed to specify the group management, and data
spatial distribution to determine how the data subsets are aggregated spatially
(over a set of data producers) or temporally (over a set of one data producer's
data items).This feature is also known as the aggregate function.

3 Selecting Techniques: Analysis and Discus-
sion

In this section, the privacy-reserving metering solutions are assessed. The cur-
rent literature has been reviewed to provide the most discussed techniques of
each of the PETs presented in the introduction, resulting in ten protocols.
Firstly, an introduction to their main architecture and privacy features is given,
and then a discussion is proposed to compare the efficiency of each one accord-
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ing to the control requirements indicated in Section 2. Note that since most of
the techniques lack a real implementation, the comparison is done based on an
estimation of the properties in each solution.

3.1 Analysis of Privacy Techniques

As introduced, this subsection gives a brief overview of the main solutions pro-
posed in the literature, focusing on the aggregation and communication model
that they put into practice, along with the underlying security. Techniques are
classified into those which are mainly suitable for monitoring and those that
address privacy when performing billing operations. Finally, all these charac-
teristics are presented in Table 1, where the solutions appear, ordered by their
implemented PET.

Among the privacy techniques for billing operations, the following so-
lutions have been considered: Bohli et al. [3] propose a model where a Trusted
Third Party (TTP) is introduced to aggregate (i.e., sum all smart meters’ read-
ings) before sending them to the ESP. Specifically, SMs transmit their data
through an encryption channel to the TTP, which sums up individual consump-
tion for each smart meter at the end of the billing period and also informs the
ESP about the current status of that part of the grid. It can be considered
efficient as it uses symmetrical encryption (usually AES) and robust since it
can detect the presence of fake groups (i.e., sets of SMs controlled by the ESP
that emit default values in order to isolate the real customer’s consumption).
However, it introduces some communication overheads due to the permanent
data submitted by SMs to the TTP to monitor the electricity consumption of
a certain area.

Molina-Markham et al. [15], to the contrary, describe a Zero-Knowledge
(ZK) protocol that allows a prover (the smart meter in this case) to demon-
strate the knowledge of a secret (the power readings needed to compute the
bill) to the verifier (the ESP) without revealing the electricity usage or the abil-
ity to under-report it. In addition to this, neighbourhood gateways are placed
between the SMs and the ESP to relay aggregated power readings corresponding
to an area without disclosing any particular origin, enabling Demand Response
operations by this means. Zero-Knowledge protocols are computationally ex-
pensive, although the communication between the SM and the ESP takes place
only once per billing cycle.

Jawurek et al. [7] also specify another Zero-Knowledge protocol for billing
based on Pedersen commitments [17]. It introduces a plug-in Privacy Compo-
nent (PC) between the SM and the ESP that intercepts consumption data and
sends the provider signed commitments and the final calculation together with
the random parameters used to create the Pedersen commitments from indi-
vidual measurements. Taking advantage of the homomorphic property of this
schema, the ESP can effectively check the bill validity computing the calcula-
tion on the received commitments, which result in a new commitment of the
bill amount and random numbers presented. It is worth commenting that the
PC is invisible to the SM and it calculates the final price. Also, it does not have
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to be trustworthy, since the VC protocol itself ensures a correct bill calculation,
and therefore it can be implemented easily with no special hardware-protected
components.

Lemay et al. [10] propose isolating the bill calculation in the smart meter
by using a Trusted Platform Module (TPM). More specifically, its architecture
is composed by independent virtual machines intended to perform diverse ap-
plications like billing or Demand Response. A hypervisor controls the access to
the hardware (hence the power measurements) and integrity and confidentiality
are guaranteed through remote attestation, which proves to the provider that
the hardware and software being used are deemed as trustworthy. To achieve
this, the device includes hardware-protected storage, cryptographic modules and
other tamper detection components. In terms of control requirements, this solu-
tion reduces the amount of information transmitted between SM and ESP, as all
data processing (i.e., the bill calculation) occurs at the point of the origin of the
data. The TPM also allows the service provider and the customer to run their
own applications relying on the strong isolation that virtualisation technology
provides.

Likewise, Kalogridis et al. [9] define the concept of ‘load signature mod-
eration’ to shape the electricity consumption so it does not expose any sen-
sitive data. They propose the introduction of a decentralised energy produc-
tion system within the household, so power can be dynamically drawn from
re-chargeable batteries and other energy storage and generation devices. Thus,
actual energy usage curves can be changed, hidden, smoothed, obfuscated or
emulated. This solution protects against attackers that have a physical control
over the SM and does not depend on specific grid architectures or trust relation-
ships, while being compatible with other additional mechanisms and enabling
grid monitoring. However, it requires extra computation when the battery is
almost charged or empty, in order to keep masking the consumption and hence
preserving privacy.

As for the privacy techniques for monitoring operations, we hightlight
the Efthymiou et al.'s work [5]. They establish a division between two kinds
of data generated by the SM. On the one hand, high-frequency measurements
(e.g., collected every 15 minutes) transmitted to the ESP to perform monitoring
operations over a set of SMs, which have to be pseudoanonymised due to the
information they provide about a user’s private life. On the other hand, low-
frequency metering data (e.g., collected monthly) that is attributable for billing
purposes. An identification is assigned to each type: HFID (High-Frequency ID)
and LFID (Low-Frequency ID), respectively. Whilst high-frequency data is sent
to an escrow with the HFID and remains unknown to the ESP, low-frequency
data is disclosed publicly and is linked to LFID. The escrow can be queried
by the ESP to verify the connection between a HFID/LFID pair. Its principal
disadvantages are the complex setup process and the strong data privacy policy
the escrow has to comply with.

Petrlic et al. [18] propose an anonymisation technique that uses a trusted
third party. It issues pseudonym certificates to the SMs, which are used to
encrypt and sign power readings. This data is relayed by the TTP once it
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verifies the signature and removes any identifiable information, subsequently
forwarding it to the ESP. Therefore, no aggregation is performed, and a TPM
is assumed to be present in the household. This is for calculating the bill at the
end of the month, while still being able to detect manipulations of the meter
through remote attestation. However, the solution has some overheads because
of the permanent data delivery between the SM and the TTP.

Rottondi et al. [19] propose introducing Privacy-Preserving Nodes (PPNs)
between the SMs and the ESP that, according to a central configurator, aggre-
gate data based on space (for a set of SMs spread in an area) and time (for a
single SM) depending on the need and access rights. Privacy is preserved with
the use of a secret sharing scheme: a secret (i.e., the energy usage informa-
tion) is divided into shares that are distributed among the nodes, so that the
ESP cannot reconstruct the measurements until it collects, at least, a defined
number of them. Exploiting the homomorphic properties of this scheme, the
data can be aggregated in the PPNs and then delivered to the ESP without
revealing individual measurements. This architecture is resilient against faulty
or compromised PPNs as long as the number of healthy ones is above a certain
threshold.

Li et al. [11], to the contrary, suggest an architecture where the smart
meters are placed in a tree topology. Each smart meter, beginning with the
leaves, encrypts its own individual electricity measurements and passes them
to its parent, which aggregates them with the rest of the children using the
Paillier homomorphic cryptosystem [16]. A collector is placed as the root node
to ultimately aggregate the data for the ESP. Thus, no inner-node can access any
individual measurements and the ESP can only obtain the sum of them. The
complexity derives from the creation of the tree prior to running the protocol.
Its height should be small enough to reduce the hops and its nodes should
not have too many children to avoid excessive computation and communication
load.

Lastly, Lin et al. [12] propose a semi-trusted storage system which securely
stores all the data from meters in an area. The Load Monitoring Center (LMC)
can only access a sum of meter readings from several SMs in a single time unit.
On the other hand, the ESP can only take the sum of readings from a single SM
over a time period. As a result, both load monitoring and billing operations are
supported. It is important to remark that random noise is introduced in the sum
of encrypted readings from a set of SMs. Thus, LMC obtains an approximate
aggregation that can be considered accurate with a given probability. A TPM
is used to compute remote attestation and generate the pseudorandom numbers
needed for the measurements encryption. One drawback that this approach has
is the continuous communication that occurs between the ESP or LMC and the
SMs in order to regenerate these numbers to decrypt the readings.

In the remainder of this paper, all these solutions are closely studied and
compared with each other to decide on how they fit the expected control re-
quirements for such a critical infrastructure as the Smart Grid.
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3.2 Discussion: Privacy vs. Control

In Section 3.1, the ten solutions considered in this paper have been introduced,
and their main features have been described. Regarding their architecture and
implemented PET, some aspects can be pointed out.

On the one hand, with respect to the PETs applied, it is noteworthy that
some of the protocols often combine more than one privacy-enhancing technol-
ogy. The clearest example is trusted computation, through establishing a trust
in a third party (e.g., Efthymiou et al. [5] with the escrow) or embedding the
SM in a TPM to securely perform the cryptographic operations (like Petrlic
et al. do to calculate the bill with an anonymisation mechanism). Regardless
of the trust assigned to these parties or devices, most of the techniques opt to
introduce an element between the SM and the ESP in order to intercept the
communication and optionally perform an aggregation (e.g., a privacy compo-
nent in Jawurek et al. [7]). Apart from this approach, there are other solutions
that prefer to process all data at source, as specified in Lemay et al. [10] through
a TPM or by using a battery to mask the real power usage, like the solution of
Kalogridis et al. [9]. The technique of Li et al. [11] still performs an aggregation
of multiple SM readings without involving any third party, securely routing the
data through a spanning-tree with a homomorphic scheme. With respect to
the aggregation of power measurements, it is performed over a time period for
a single meter only in solutions that pursue billing operations, as do Jawurek
et al. [7]. On the other hand, some solutions only aggregate data spatially
to comply with monitoring operations, as is the case of Li et al. [11]. There
are also approaches, such as Rottondi et al. [19], that are able to aggregate
measurements in space (over a set of SMs) and time (for each SM over a billing
period) following the rules of a central configurator.

Aside from analysing how these solutions contribute to privacy when mea-
suring power readings, a study of how they behave in terms of control and
automation procedures must be done, as stated in Section 2 and reflected in
Table 2. All considered features of the privacy techniques (denoted as FPT, de-
fined in section 2) are evaluated. Beginning with their speed, a technique can
be considered as fast when its underlying cryptographic scheme is not complex
and it does not imply taking several computational steps (e.g., aggregating,
encrypting, and signing). In this sense, Bohli et al. [3], Lin et al. [12] and
Kalogridis et al. [9] are fast due to the use symmetrical encryption, modular
additions and a load signature moderator, respectively. Other solutions like
Molina-Markham et al. [15] are far less efficient because of the Zero-Knowledge
protocol that requires high computational capabilities. Other techniques are
somewhat competent but require various operations. These are marked with a
v in Table 2.

When storage is considered, the techniques discussed are positive as long
as the smart meter does not hold consumption data or if all this information,
used for aggregation, is stored in a third party (e.g., the PC in Jawurek et al.
[7]). For this reason, the solution of Lemay et al. [10], for example, cannot be
considered as such, as it saves all measurements on the TPM. As for communi-
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cation overhead it is related to the frequency of data delivery and the number
of messages transmitted between the SM, an eventual third party and the ESP.
Here, a solution has been treated as efficient if there is only one message and
it occurs once per billing period, between the SM and the ESP (so only some
techniques for billing meet this requirement, for example Lemay et al. [10]). An
intermediate level of overhead can be conceived when the SM contacts the ESP
once, but it is always transmitting data to a third party to accomplish moni-
toring operations or that frequency depends on customisable aggregation rules
(denoted as v). A protocol is inefficient when there is a frequent communication
between the SM and the ESP, like Lin et al. [12].

Concerning synchronisation between all parties involved to relay data,
only Rottondi et al. [19] require the privacy-preserving nodes to gather mea-
surements from a set of smart meters simultaneously, which can be considered
negative from the perspective of performance.

With regards to sustainability features, three of the surveyed techniques
offer the possibility to extend their functionality which makes their solutions
more configurable to fit both customer and utility needs. In the case of Lemay et
al. [10] their local TPM virtualisation system is able to implement new virtual
machines with different purposes. In Rottondi et al. [19], configurability is
achieved through the central configurator, which can adapt to new aggregation
and privacy policies. Both of these solutions are maintainable for the same
reason, as is the approach of Petrlic et al. [18], which contemplates remote
TPM updates to integrate new mechanisms and fix possible errors.

Most of the techniques described tolerate unlimited failures when taking
measurements with the help of a third party or because of the underlying proto-
col features. One exception is Lin et al. [12], where the LMC needs the meters
to reply with their blind factors used for decrypting data. Also, Kalogridis et
al. [9] has not been considered as fault-tolerant because a failure in the power
routing system leaves all the real measurements exposed. A special case is Rot-
tondi et al. [19], whose secret sharing scheme makes it possible for the ESP to
reconstruct the data as long as it has a minimum number of them spread across
all the privacy-preserving nodes. As a result, it is fault-tolerant depending on
the number of working nodes. As to the presence of error in the aggregated
data, Lin et al. [12] perturbation protocol is the only one which introduces
noise in the measurements (in particular when aggregating data spatially).

Lastly, it is worth commenting on the resilience of these techniques. Some
of them include in their papers a brief description of response to certain attacks.
For example, Bohli et al. [3] explains the detection of fake groups of SMs;
Lemay et al. [10] suggest remote attestation and tamper-proof components to
protect against malicious software and physical attacks; Li et al. [11] mention
the resistance to dictionary attacks against ciphertexts; Efthymiou et al. [5]
propose sanctioning nodes when a power theft is detected, by temporarily lifting
their anonymity; and Petrlic et al. [18] is resistant against false data injections
and also includes software integrity attestation, which is also presented in Lin
et al. [12] due to the use of TPMs. The trust given in this device turns out
to be the main problem of this approach: what is executed within the TPM is
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Table 2: Control requirements for surveyed privacy protocols
Implemented PET TC VC CC Anon Pert Batt

CRa FTPb [3] [10] [15] [7] [19] [11] [5] [18] [12] [9]

Perfor-
mance

Speed X v × v v v v v X X
Storage X × × X X × X X X X
Comm. v X v X v v v v × v
Sync. X X X X × X X X X X

Sustain-
ability

config. X X X
maint. X X X

Depen-
dability

Fault-tol. X X X X v X X X × ×
Agg.
error

X X X X X X X X × X

Surviva-
bility

Resil. X X X X X X

the responsibility of the ESP, which can always run code to transfer sensitive
information. Therefore, some auditing processes have to be performed by third
parties in order to check the software and its possible vulnerabilities.

In light of the comparison in Table 2, it is noticeable that TC is the PET that
tends to show a better behaviour when performing control in smart metering.
In particular, we can highlight Lemay et al. [10], which provides more benefits
due to the efficient handling of measurements in the TPM. Nonetheless, Petrlic
et al. [18] also demonstrates suitable capacities for power consumption and
control management, and also involves trust in a third party and with the use
of a TPM, as stated at the start of this comparison. Alternatively, Bohli et al.
[3] and Efthymiou et al. [5] are similar solutions to the ones commented earlier,
which present a lower complexity due to the use of symmetric encryption and
pseudoanonymisation, respectively. To sum up, a good approach for designing
privacy solutions is the combination of PET solutions of the kind: TC and
Anonymisation.

4 Conclusions and future work

Despite it being accepted that accurate readings provided by smart meters im-
prove Demand Response control and help customers fulfil their needs, it also
raises several privacy issues. New techniques must be implemented to prevent
other parties involved in the Smart Grid infrastructure from accessing personal
consumption data that leads to the extraction of life patterns. We have con-
ducted a concise analysis to classify some of the most relevant solutions con-
sidering different criteria: their implemented PET, their suitability for billing
or monitoring purposes and other factors, like the aggregation and architecture
type, that affect how privacy is preserved. Moreover, since automation efficiency
also has to be considered, we have compared the main control requirements ex-
pected for these protocols. Future work will involve defining a more precise
taxonomy of the privacy and control features of each of these protocols to sys-
tematically find the best solution depending on the needs of customers and grid
operators. Also, it would be interesting to implement real prototypes of these
solutions to perform a quantitative comparison.
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